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Tutorial 1: from concepts to practice

This tutorial applies the main ideas from Week 1 through calculation, reasoning, and
interpretation.

» ML evaluation: identify problems in an experimental pipeline.
» Probability: use Bayes' rule to reason about rare events.
» Linear algebra: study how transformations affect means and covariance.

» Connection: relate covariance, eigenvectors, PCA, and SVD.

The goal is to move from knowing the formulas to understanding when,
why, and how to use them.
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Task 1: audit an ML pipeline

Experimental reasoning = 12 minutes

A medical dataset contains repeated visits from the same patients. The goal is to predict
disease status for previously unseen patients. About 5% of patients have the disease.
A team builds the following pipeline:

1. Randomly split all visits into training and test sets.

2. Compute feature means and standard deviations using all available data.
3. Train several classifiers and select the one with the best test performance.
4

. Report the resulting test accuracy.

Questions
1. Identify the problems in this pipeline.
2. Propose a corrected experimental workflow.

3. If missing a diseased patient is especially costly, how should this affect evaluation?

CS5487 ~ Tutorial 1 3/11



Solution 1: audit an ML pipeline

Three design problems should be corrected:

1. Split patients into training, validation, and test sets, keeping all visits from one patient
together.

2. Estimate preprocessing statistics from the training set only.
3. Use validation data for model selection; reserve the test set for final evaluation.
A safe workflow is

patient-level split — preprocess — train — validate — test once.

With only 5% positive cases, accuracy can be misleading. If false negatives
are costly, sensitivity / recall and class-specific errors should also be
examined.
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Task 2: Bayes’ rule under a rare event

Calculation and interpretation = 12 minutes

Let D denote having a disease and + denote a positive test.

P(D)=0.02, P(+|D)=090, P(+|-D)=0.08.

Questions
1. Compute P(D |+).
2. For 10,000 people, estimate true positives and false positives.
3. Why can P(+| D) and P(D|+) be very different?
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Solution 2: Bayes’ rule under a rare event

0.90(0.02)
P(D = ~ (0.187.
DI+ = 55000.02) + 0.080.98) ~ 187

For 10,000 people:
200 x 0.90 = 180 true positives,
9800 x 0.08 = 784 false positives.

Sensitivity asks “among diseased people, how many test positive?”
The posterior asks “among positive tests, how many actually have the
disease?”
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Task 3: how does a linear transformation change covariance?

Derivation and interpretation = 18 minutes

Let
=[] meef !
Define
voaxss a<f U a2
Questions

Derive E[Y] and Xy. Then interpret the variances and covariance of Y7 and Y5.
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Solution 3: transformed mean and covariance

The mean is
E[Y] = AE[X] +b— [3 ] .
For the covariance,
Sy =E[(Y —E[Y])(Y - E[Y])"]
_ AN AT = [5 1] :

1 1
Hence

Var(Y7) = 5, Var(Y3) =1, Cov(Y1,Ys) = 1.

b shifts the mean but does not affect covariance; A changes the spread and
orientation of the data.
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Optional challenge: from covariance to PCA

Consider
3 2
5[t 2.
1. Find its eigenvalues and unit eigenvectors.

2. Which direction has the largest variance?
3. Which direction would PCA keep first?

Connection to SVD

If a centered data matrix satisfies X = UDV'T, which matrix contains the PCA directions?
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Solution: covariance, PCA, and SVD

The eigenpairs are

1
)\2:1, ’UJ2_|:1:|

Therefore the greatest variance is along wu;, so PCA keeps this direction first.
For centered data,

X'X =vD?vT.

The columns of V' give the PCA directions; larger singular values correspond
to larger variance.
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Tutorial 1

Questions and discussion



